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Abstract: A series of hypotheses is proposed, connecting neural structures and
dynamics with the formal structures and processes of probabilistic logic. First, a
hypothetical connection is proposed between Hebbian learning in the brain and the
operation of probabilistic term logic deduction. It is argued that neural assemblies
could serve the role of logical terms; synapse-bundles joining neural assemblies
could serve the role of first-order term-logic statements; and in this framework,
Hebbian learning at the synaptic level would be expected to have the implicit
consequence of probabilistic deduction at the logical statement level. A
conceptual problem arises with this idea, pertaining to the brain’s lack of a
mechanism of “inference trails” as used to avoid circular reasoning in Al term
logic inference systems; but it is explained how this problem may be circumvented
if one posits an appropriate inference control mechanism. Finally, a brief
discussion is given regarding the potential extension of this approach to handle
more complex logical expressions involving variables — via the hypothesis of
special neural structures mapping neural weights into neural inputs, hence
implementing “higher order functions.”

1. Introduction

Neuroscience cannot yet tell us how the brain generates abstract cognition [1].
However, the current body of experimental and theoretical knowledge does contain
some tantalizing hints; and among these is a striking formal parallel between Hebbian
learning as observed to occur in the brain [2,3] and certain inference rules and formulae
existing in the theory of probabilistic logical inference [4-6]. In this paper we explore
this parallel in moderate detail, with a view toward exploring what it may teach us
about both complex neurodynamics and probabilistic inference. The result is a series
of specific hypotheses pertaining to the manner in which probabilistic logical inference,
at multiple levels of abstraction and sophistication, might emerge from complex
neurodynamics. As an implicit side-effect, these ideas clarify the potential parallels
between brain structures/dynamics and contemporary AGI architectures that
incorporate uncertain term logic, such as the NARS system [7] and the Novamente
Cognition Engine (NCE) [8] with its Probabilistic Logic Networks (PLN) component.

We believe this is an important direction to be investigating, given the numerous
recent successes of probabilistic methods in various domains of Al research, e.g. [9-
14].  An increasing segment of the AI community is convinced that probabilistic
methods are an essential aspect of intelligence; and if this is so, it behooves us to try to
understand the potential neural underpinnings of probabilistic inference. Of course, the
human mind is not always accurate in making probabilistic estimations [15], but this



does not imply that we aren’t in many cases carrying out such estimations in some
sense. An exploration of the manners in which probabilistic reasoning system may
display inference pathologies similar to human beings is provided in [4] and would take
us too far afield here. To be sure, though, we are not claiming the human brain to be a
highly accurate probabilistic-calculation engine. Rather we are claiming that
probabilistic inference may be a reasonable, approximate high-level model of certain
structures and dynamics that emerge from brain activity.

First we articulate certain provisional assumptions regarding neural knowledge
representation. These assumptions are not radical and essentially constitute a specific
version of the classical Hebbian proposal that knowledge is neurally stored in cell
assemblies [2], incorporating Susan Greenfield’s emendation that “core” cell
assemblies are opportunistically expanded into larger transient assemblies when they
come into attentional focus [16,17]. The Hebb/Greenfield approach suggests that
logical terms may be neurally implemented as cell assemblies; and we build on this by
suggesting that first-order term logic statements (representing conditional probabilities)
may be neurally implemented as bundles of synapses between assemblies. This
suggestion is harmonious with recent work on Bayesian inference as a property of
neuronal populations [18,19].  All this leads up to the quite natural hypothesis that
Hebbian learning on the neuronal level gives rise to dynamics on the cell-assembly
level that are roughly equivalent to first-order probabilistic term logic.

This appealing parallel runs into an apparent snag when one consideres the “trail”
mechanism utilized in modern term-logic-based Al systems to avoid pathologies of
circular inference [4,5,7]. However, we present here arguments and simulation results
indicating that this may not be a significant issue for probabilistic term logic systems
with appropriate control mechanisms, and hence may not be an obstacle to the
conceptual linkage between neurobiology and logic conjectured here.

In the final section we make some hypotheses regarding the extension of this
perspective to handle more complex term logic expressions involving variables and
quantifiers. The essential idea proposed is that, if one adopts a logical formalism
involving combinators rather than explicit variables, then the problem of mapping
complex logic expressions into neural structures and dynamics boils down to the
problem of neurally representing what functional programmers call “higher-order
functions” [20]. We suggest one possible neural architecture via which higher-order
functions could be implemented, involving a novel “router” substructure that encodes
the connection-weights of one neural subnetwork as inputs to another neural
subnetwork.

The overall meta-point we intend to make with these hypotheses is that there is not
necessarily any significant “conceptual gap” between brain structures/dynamics and
probabilistic logic, or uncertain logic more generally. The hypothesis that the brain’s
dynamics give rise to emergent-level uncertain logic seems plausible and consistent
with current knowledge in both Al and neuroscience. Due to limitations in the current
experimental toolset, we don’t yet know enough to pinpoint exactly how this
emergence happens, but we can make plausible hypotheses which can guide ongoing
research, both Al and biological.



2. Provisional Assumptions Regarding Neural Knowledge Representation and
Neurodynamics

Before addressing reasoning, we must first deal briefly with two issues regarding
the brain: knowledge representation and learning. No one really knows how the brain
represents complex knowledge, nor how it learns, but there are some fairly widely-
respected high-level hypotheses, and for the purpose of the present paper, we will adopt
the ones that seem to us most likely. Due to space considerations we do not review
basic neurobiology and cognitive neuroscience here but assume the reader possesses
the requisite textbook knowledge [1].

2.1. Knowledge Representation via Cell Assemblies

The hypothesis we’ll adopt regarding knowledge representation, put simply, is that
a distinct mental concept is represented in the brain as either:

* aset of “cell assemblies”, where each assembly is a network of neurons
that are interlinked in such a way as to fire in a (perhaps nonlinearly)
synchronized manner

¢ a distinct temporal activation pattern, which may occur in any one (or
more) of a particular set of cell assemblies

The general definition of a “mental concept” is a bit subtle (see Goertzel, 2006) but
a simple example (which will serve adequately for the present discussion) is a category
of perceptual stimuli to which the organism systematically reacts in different ways.
Also, although we will focus mainly on declarative knowledge here, we note that the
same basic representational ideas can be applied to procedural and episodic knowledge:
these may be hypothesized to correspond to temporal activation patterns as
characterized above.

In the biology literature, perhaps the best-articulated modern theories championing
the cell assembly view are those of Gunther Palm [21,22] and Susan Greenfield [16,
17]. Palm focuses on the dynamics of the formation and interaction assemblies of
cortical columns. Greenfield argues that each concept has a core cell assembly, and
that when the concept rises to the focus of attention, it recruits a number of other
neurons beyond its core characteristic assembly into a “transient ensemble.”'

It’s worth noting that there may be multiple redundant assemblies representing the
same concept — and potentially recruiting similar transient assemblies when highly
activated. The importance of repeated, slightly varied copies of the same subnetwork
has been emphasized by Edelman [23] among other neural theorists.

! The larger an ensemble is, she suggests, the more vivid it is as a
conscious experience; an hypothesis that accords well with the
hypothesis made in [24] that a more informationally intense pattern
corresponds to a more intensely conscious quale -- but we don’t need to
digress extensively onto matters of consciousness for the present
purposes.



2.2. Hebbian Learning

Regarding learning, our main assumption is that synapses in the brain are adapted
via some variant of Hebbian learning. The original Hebbian learning rule, proposed by
Donald Hebb in his 1949 book [2], was roughly

1. The weight of the synapse x-->y increases if x and y fire at roughly the same
time

2. The weight of the synapse x --> y decreases if x fires at a certain time but y
does not

Over the years since Hebb’s original proposal, many neurobiologists have sought
evidence that the brain actually uses such a method. What they have found, so far, is a
lot of evidence for the following learning rule [25,26]

1. The weight of the synapse x -->y increases if x fires shortly before y does

3. The weight of the synapse x -->y decreases if x fires shortly after y does

The new thing here, not foreseen by Donald Hebb, is the “postsynaptic depression”
involved in rule component 2.

Now, the simple rule stated above does not sum up all the research recently done
on Hebbian-type learning mechanisms in the brain. The real biological story
underlying these approximate rules is quite complex, involving many particulars to do
with various neurotransmitters.  Ill-understood details aside, however, there is an
increasing body of evidence that not only does this sort of learning occur in the brain,
but it leads to distributed experience-based neural modification: that is, one instance
synaptic modification causes another instance of synaptic modification, which causes
another, and so forth? [27].

2.3. Virtual Synapses and Hebbian Learning Between Assemblies

Hebbian learning is conventionally formulated in terms of individual neurons, but,
it can be extended naturally to assemblies via defining “virtual synapses” between
assemblies.

Since assemblies are sets of neurons, one can view a synapse as linking two
assemblies if it links two neurons, each of which is in one of the assemblies. One can
then view two assemblies as being linked by a bundle of synapses. We can define the
weight of the synaptic bundle from assembly Al to assembly A2 as the number w so
that (the change in the mean activation of A2 that occurs at time t+epsilon) is on
average closest to w*(the amount of energy flowing through the bundle from Al to A2
at time t). So when Al sends an amount x of energy along the synaptic bundle pointing
from Al to A2, then A2’s mean activation is on average incremented/decremented by
an amount w*x.

? This has been observed in “model systems” consisting of neurons
extracted from a brain and hooked together in a laboratory setting and
monitored; measurement of such dynamics in vivo is obviously more
difficult.



In a similar way, one can define the weight of a bundle of synapses between a
certain static or temporal activation-pattern P1 in assembly Al, and another static or
temporal activation-pattern P2 in assembly A2. Namely, this may be defined as the
number w so that (the amount of energy flowing through the bundle from Al to A2 at
time t)*w best approximates (the probability that P2 is present in A2 at time t+epsilon),
when averaged over all times t during which P1 is present in Al.

It is not hard to see that Hebbian learning on real synapses between neurons
implies Hebbian learning on these virtual synapses between cell assemblies and
activation-patterns.

3. Probabilistic Term Logic as Emergent from Neural Structures and Dynamics

Our next step is to connect these neurological entities we have hypothesized
(virtual synapses between assemblies and activation-patterns) to entities existing within
mathematical term logic: inheritance and similarity relationships. This will allow us to
connect Hebbian learning on virtual synapses to term logic inference on these
relationships.

We assume the reader has a basic familiarity with uncertain term logic, as
described e.g. in [5] and [11]. For space reasons, here we will only mention the
uncertain term logic concepts that we use directly, and will make little effort to give
adequate conceptual background.

In this section we discuss only “first order term logic,” which does not involve
explicit variables or quantifiers, and may be described as the logic of inheritance
relationships. We’ll turn to higher-order term logic a little later. Roughly speaking, the
semantics of the term logic relationship “A inherits from B” or A-->B, is that when B is
present, A is also present. The truth value of the relationship measures the percentage
of the times that B is present, that A is also present. “A is similar to B” or A <--> B, is
a symmetrical version, whose truth value measures the percentage of the times that
either one is present, that both are present.

A great deal of subtlety emerges when one examines the semantics of inheritance
in detail [4,11]. Many subtypes of the basic inheritance relation arise, dealing with
such distinctions as intension vs. extension and group vs. individual. Also, similarity
relations may be treated as symmetrized inheritance relations. Here we will ignore
these various aspects and assume a simplistic approach to inheritance, considering A --
> B to be basically interpretable as P(B|A). Other aspects of inheritance may be treated
according to variations of the ideas given here, but this is not explored here due to
space considerations. There are two separate theories of uncertain term logic currently
available: NARS, which is nonprobabilistic; and PLN, which is probabilistic. = The
main ideas presented here are valid only for PLN as they depend on probabilistic
semantics. However, to the extent that NARS approximates PLN they are also of
course applicable to NARS.

Figure 1 shows the basic inference rules of first-order term logic [4-6,11]. Each of
these comes with a truth value formula, which determines the truth value of the
conclusion link based on the truth values of the premise links. In PLN, these formulas
are grounded in probability theory; e.g. the deduction formula is based on a heuristic
probabilistic independence assumption. The NARS deduction formula closely
approximates the PLN deduction formula; but the same is not true for induction and
abduction.
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Figure 1. The four primary inference rules in first-order term logic

How can this be tied in with the brain? Suppose we have two assemblies Al and
A2, and these are activated in the brain when the organism is presented with stimuli in
category C1 and C2 respectively (to take the simplest case of concepts, i.e. perceptual
categories). Then, we may say that there is a neural inheritance Al -- > A2, whose
probabilistic strength® is the number w so that (probability of Al’s mean activation
being greater than T at time t)*w best approximates (probability of A2’s mean
activation being greater than T at time t+epsilon) for an appropriate choice of epsilon
and T. This weight w, intuitively, represents the conditional probability P(A2 is active |
Al is active).

In a similar way, if we have two assembly activation patterns P1 and P2, which are
defined as specific types of activity patterns occurring in A1 and A2 respectively, and
which correspond to categories Cl1 and C2 respectively, we can define a neural
inheritance P1 --> P2, whose probabilistic truth value is the number w so that (P/ is
present in Al at time t) *w best approximates (P2 is present in A2 at time t+epsilon), on
average over various times t, and assuming a threshold T used to determine when a
pattern is present in an assembly.

It is immediate that, if there is a virtual synapse between Al and A2 or P1 and P2,
there will also be a neural inheritance there. Furthermore there will be a monotone
increasing algebraic relationship between the weight of the virtual synapse and the
probability attached to the neural inheritance. Inhibitory virtual synapses will
correspond to very low link probabilities; excitatory virtual synapses will correspond to
high link probabilities.

However, we can have neural inheritance without any virtual synapse. This is a
key point, as it lets us distinguish neural inheritance relationships that are explicit (that
correspond to virtual synapses) from those that are implicit (that do not). And this
leads us directly to probabilistic reasoning, which is about transforming implicit

3 As uncertain term logic systems often use multiple-component truth
values, the term “strength” is commonly used to denote the primary
component, which in this case is a probability value.



inheritance relationships into explicit ones. The fundamental inference rules of term
logic, as described above, create new inheritance links from old ones. The conclusions
are implicit in the premises but until the inference is done, they may not be explicitly
contained in the knowledge base of the system doing the reasoning. Probabilistic
reasoning in the brain, we suggest, is all about translating implicit neural inheritance
relationships into explicit ones.

In the PLN approach to term logic (but not the NARS approach), the four forms of
inference shown in Figure 1 can actually be reduced to three forms: revision (which in
its simplest form is weighted-averaging), deduction, and inversion (which reverses the
direction of a link, and in probabilistic term logic is essentially Bayes rule). Let us
elaborate what these mean in terms of cell assemblies.

Suppose that A1 and A2 are two assemblies, and there is a neural inheritance
between Al and A2. Then, there will also be a neural inheritance between A2 and Al,
with a truth value given by Bayes rule. And according to Hebbian learning if there is a
virtual synapse Al --> A2, there is likely to grow a virtual synapse A2 --> Al. And
according to the approximate correlation between virtual synapse weight and neural
inheritance probability, this new virtual synapse from A2 --> Al will have a weight
corresponding to a probability approximating the one corresponding to the weight of
Al --> A2,

Similarly, suppose that Al, A2 and A3 are three assemblies. Then, if we have
virtual synapses between Al --> A2 and A2 --> A3, Hebbian learning suggests that a
virtual synapse will grown between Al --> A3. And what will the probability of the
neural inheritance corresponding to this virtual synapse be? On average, it will be the
probability one obtains by assuming the probabilities associated with Al --> A2 and
A2 --> A3 are independent. But, this means that on average, the probability associated
with Al --> A3 will accord with the value produced by the PLN deduction formula,
which embodies precisely this independence assumption. Here, we have an additional
source of error beyond what exists in the Bayes rule case; but, in the mean, the desired
correspondence does hold.

So, according to the above arguments — which admittedly have been intuitive
rather than mathematically rigorous —it would seem that we can build term logic
inference between concepts out of Hebbian learning between neurons, if we assume
cell assembly based knowledge representation, via introducing the conceptual
machinery of virtual synapses and neural inheritance.

3.1. Avoiding Issues with Circular Inference

When one develops the ideas from the previous section, connecting uncertain term
logic inference with neurodynamics, in more detail, only one possible snag arises.
Existing computational frameworks for uncertain term logic inference utilize special
mechanisms for controlling circular inference, and these mechanisms have no plausible
neurological analogues. In this section we explore this issue and argue that it’s not
necessarily a big deal. In essence, our argument is that these biologically unnatural
circularity-avoidance mechanisms are unnecessary in a probabilistic term logic system
whose operations are guided by appropriate adaptive attention-allocation mechanisms.
It’s only when operating probabilistic term logic inference in isolation, in a manner
that’s unnatural for a resource-constrained intelligent system, that these circular-
inference issues become severe.



We note however that this conclusion seems to be specific to probabilistic term
logic, and doesn’t seem to hold for NARS term logic, in which the circular inference
problem may be more severe, and may in fact require a trail mechanism more strongly.
We have not investigated this issue carefully.

To understand the circular inference problem, look at the triangles in Figure 1. It’s
easy to see that by performing deduction, induction and abduction in sequence, we can
go around and around an inference triangle forever, combining the links in different
orders, inferring each link in the triangle from the two others in different orders over
and over again. What often happens when you do this in a computer program
performing uncertain term logic inference, however, is that after long enough the
inference errors compound, and the truth values descend into nonsense. The solution
taken in the NARS and PLN uncertain term logic inference engines is something called
inference trails. Basically, each inheritance link maintains a trail, which is a list of the
nodes and links used as premises in inferences determining its truth value. And a rule
is put in place that the link L should not be used to adjust the truth value of the link M
if M is in L’s trail.

Trails work fine for computer programs implementing uncertain term logic, though
managing them properly does involve various complexities. But, from the point of
view of the brain, trails seem quite unacceptable. It would seem implausible to
hypothesize that the brain somehow stores a trail along with each virtual synapse. The
brain must have some other method of avoiding circular inferences leading to truth
value noisification.

In the context of the Novamente Cognition Engine (NCE) [8], an integrative Al
system into which we have integrated the PLN probabilistic term logic engine, we have
run a number of experiments with trail-free probabilistic inference. The first of these
involved doing inferences on millions of nodes and links (with nodes representing
words and links derived via word co-occurrence probabilities across a text corpus).
What we found was that, in practice, the severity of the circular-inference problem
depended on the inference control strategy. When one implemented a strategy in which
the amount of attention devoted to inference about a link L was proportional to an
estimate of the amount of information recently gained by doing inference about L, then
one did not run into particularly bad problems with circular inference. On the other
hand, if one operated with a small number of nodes and links and repeatedly ran the
same inferences over and over again on them, one did sometimes run into problems
with truth value degeneration, in which the term logic formulas would cause link
strengths to spuriously converge to 1 or 0.

To better understand the nature of these phenomena, we ran computer simulations
of small networks of NCE nodes interlinked with NCE links indicating inheritance
relationships, according to the following idea:

1. Each node is assumed to denote a certain perceptual category

2. For simplicity, we assume an environment in which the probability
distribution of co-occurrences between items in the different categories is
stationary over the time period of the inference under study

3. We assume the collection of nodes and links has its probabilistic strengths
updated periodically, according to some “inference” process

4. We assume that the results of the inference process in Step 3 and the results of
incorporating new data from the environment (Step 2) are merged together
ongoingly via a weighted-averaging belief-revision process



In our simulations Step 3 was carried out via executions of PLN deduction and
inversion inference rules. The results of these simulations were encouraging: most of
the time, the strengths of the nodes and links, after a while, settled into a “fixed point”
configuration not too distant from the actual probabilistic relationships implicit in the
initial data. The final configuration was rarely equivalent to the initial configuration,
but, it was usually close.

For instance one experiment involved 1000 random “inference triangles” involving
3 links, where the nodes were defined to correspond to random subsets of a fixed finite
set (so that inheritance probabilities were defined simply in terms of set intersection).
Given the specific definition of the random subsets, the mean strength of each of the
three inheritance relationships across all the experiments was about .3. The Euclidean
distance between the 3-vector of the final (fixed point) link strengths and the 3-vector
of the initial link strengths was roughly .075. So the deviation from the true
probabilities caused by iterated inference was not very large. Qualitatively similar
results were obtained with larger networks.

The key to these experiments is the revision in Step 4: It is assumed that, as
iterated inference proceeds, information about the true probabilities is continually
merged into the results of inference. If not for this, Step 3 on its own, repeatedly
iterated, would lead to noise amplification and increasingly meaningless results. But in
a realistic inference context, one would never simply repeat Step 3 on its own. Rather,
one would carry out inference on a node or link only when there was new information
about that node or link (directly leading to a strength update), or when some new
information about other nodes/links indirectly led to inference about that node-link.
With enough new information coming in, an inference system has no time to carry out
repeated, useless cycles of inference on the same nodes/links — there are always more
interesting things to assign resources to. And the ongoing mixing-in of new
information about the true strengths with the results of iterated inference prevents the
pathologies of circular inference, without the need for a trail mechanism.

What we see from these various experiments is that if one uses an inference
control mechanism that avoids the repeated conduction of inference steps in the
absence of infusion of new data, issues with circular inference are not severe, and trails
are not necessary to achieve reasonable node and link strengths via iterated inference.
Circular inference can occur without great harm, so long as one only does it when
relevant new data is coming in, or when there is evidence that it is generating
information. This is not to say that trail mechanisms are useless in computational
systems — they provide an interesting and sometimes important additional layer of
protection against circular inference pathologies. But in an inference system that is
integrated with an appropriate control mechanism they are not required. The errors
induced by circular inference, in practice, may be smaller than many other errors
involved in realistic inference. For instance, in the mapping between the brain and
uncertain term logic proposed above, we have relied upon a fairly imprecise
proportionality between virtual synapse weight and neural inheritance. We are not
attempting to argue that the brain implements precise probabilistic inference, but only
an imprecise analogue. Circular inference pathologies are probably not the greatest
source of imprecision.



4. How Might More Complex Logical Statements and Inferences Be Expressed in
the Brain?

The material of the previous sections comprises a speculative but conceptually
coherent connection between brain structures and dynamics on the one hand, and
probabilistic logic structures and dynamics on the other. However, everything we have
discussed so far deals only with first-order term logic, i.e. the logic of inheritance
relationships between terms. Extension to handle similarity relationships, intensional
inheritance and so forth is straightforward — but what about more complex term logic
constructs, such as would conventionally be expressed using variables and quantifiers.
In this section we seek to address this shortcoming, via proposing a hypothesis as to
how probabilistic term logic in its full generality might be grounded in neural
operations. This material is even more speculative than the above ideas, yet something
of this nature is critically necessary for completing the conceptual picture.

The handling of quantifiers, in itself, is not the hard part. In [6] it is shown that, in
a term logic framework, if one can handle probabilistic variable-bearing expressions
and functions, then one handle quantifiers attached to the variables therein. So the
essence of the problem is how to handle variables and functions. And we suggest that,
when one investigates the issue in detail, a relatively simple hypothesis emerges clearly
as essentially the only plausible explanation, if one adopts the neural assembly theory
as a working foundational assumption.

In the existing body of mathematical logic and theoretical computer science, there
are two main approaches to handling higher-order expressions: variable-based, or
combinator-based [20]. It seems highly implausible, to us, that the human brain is
implementing some sort of intricate variable-management scheme on the neural-
assembly level. Lambda-calculus and other formal schemes for manipulating
variables, appear to us to require a sort of complexity and precision that self-organizing
neural networks are ill-suited to produce via their complex dynamics. Of course it is
possible to engineer neural nets that do lambda calculus (as neural nets are Turing-
complete, as are biologically realistic models of cortical-column-assembly-based
computation [28]), but this sort of neural-net structure seems unlikely to emerge via
evolution, and unlikely to get created via known epigenetic processes.

But what about combinators? Here, it seems to us, things are a bit more
promising. Combinators are higher-order functions; functions that map functions into
functions; functions that map {functions that map functions into functions} into
{functions that map functions into functions}, and so forth. There are specific sets of
combinators that are known to give rise to universal computational capability; indeed,
there are many such specific sets, and one approach to the implementation of functional
programming languages is to craft an appropriate set of combinators that combines
universality with tractability (the latter meaning, basically, that the combinators have
relatively simple definitions; and that pragmatically useful logic expressions tend to
have compact representations in terms of the given set of combinators).

We lack the neurodynamic knowledge to say, at this point, that any particular set
of combinators seems likely to map into brain function. However, we may still explore
the fundamental neural functionalities that would be necessary to give rise to a
combinatory-logic-style foundation for abstract neural computation. Essentially, what
is needed is the capability to supply one neural assembly as an input to another. Note
that what we are talking about here is quite different from the standard notion of
chaining together neural assemblies, so that the output of assembly A becomes the



input of assembly B. Rather, what we are talking about is that assembly A itself — as a
mapping from inputs to outputs — is fed as an input to assembly B. In this case we may
call B a higher-order neural assembly.

Of course, there are numerous possible mechanisms via which higher-order neural
assemblies could be implemented in the brain. Here we will discuss just one.
Consider a neural assembly A1 with certain input neurons, certain output neurons, and
certain internal “hidden layer” neurons. Then, suppose there exists a “router” neural
assembly X, which is at the receiving end of connections from many neurons in Al,
including input, output and hidden neurons. Suppose X is similarly connected to many
other neural assemblies: A2, A3, ... and so forth; and suppose X contains a “control
switch” input that tells it which of these assemblies to pay attention (so, for instance, if
the control input is set to 3, then X receives information about A3). When X is paying
attention to a certain assembly, it routes the information it gets from that assembly to
its outputs. (Going further, we may even posit a complex control switch, that accepts
more involved commands; say, a command that directs the router to a set of k of its
input assemblies, and also points it to small neural assembly implementing a
combination function that tells it how to combine these k assemblies to produce a
composite.)

Finally, suppose the input neurons of assembly B are connected to the router
assembly X. Then, depending on how the router switch is set, B may be said to receive
one of the assemblies Ak as input. And, next, suppose B’s output is directed to the
control switch of the router. Then, in effect, B is mapping assemblies to assemblies, in
the manner of a higher-order function. And of course, B itself is “just another neural
assembly,” so that B itself may be routed by the router, allowing for assemblies that
map {assemblies mapping assemblies} into assemblies, and so forth.

Where might this kind of “router” assembly exist in the brain? We don’t know, at
the moment. Quite possibly, the brain may implement higher-order functions by some
completely different mechanism. The point we want to make however, is that there
are concrete possibilities via which the brain could implement higher-order logic
according to combinatory-logic type mechanisms. Combinators might be neurally
represented as neural assemblies interacting with a router assembly, as hypothesized
above, and in this way the Hebbian logic mechanisms proposed in the previous sections
could be manifested more abstractly, allowing the full-scope of logical reasoning to
occur among neural assemblies, with uncertainty management mediated by Hebbian-
type synaptic modification.

Conclusions

While our current level of knowledge about the brain does not support a rigorously
grounded understanding of the emergence of abstract cognition from neural function, it
is possible to draw interesting and highly evocative connections between the
conceptual and formal models used to understand the brain, and the formal structures
used in probabilistic logic to model and implement advanced aspects of cognition. In
particular, one may tell a plausible story regarding how probabilistic-logic operations
might emerge from complex neural dynamics, via Hebbian-type learning between
neurons leading to Hebbian-type learning between neural assemblies, leading in turn to
dynamics that approximately accord with the rules and formulas of probabilistic term
logic.



We suggest that building this sort of connective story may be valuable for the
sciences at both ends of the connection. On the logic side, the desire to understand
how circular-inference-pathology-avoidance could plausibly emerge from the brain has
led to a deeper understanding of the relationship between inference control and circular
inference. On the neurodynamic side, we have proposed the concept of virtual
synapses between assemblies and activation-patterns, which we feel may be useful to
biologists in modeling and analyzing brain activity. And, our desire to understand how
the parallel between brain function and inference might be extended from first-order
term logic to higher-order logic has prompted the hypotheses of higher-order neural
assemblies and neural-assembly routers. To the extent that any of these innovative
notions proves valuable, this constitutes evidence for the utility of seeking
understanding of the fundamental relationship between neurodynamics and cognition
even at the current, highly incomplete state of development of neuroscience.

From an AGI perspective, it is clear that, at this time, neuroscience does not
provide adequate guidance that it is possible to model an AGI architecture closely on
the brain. However, we believe it is possible to create meaningful conceptual and
formal mappings between AGI systems and neurobiological structures and dynamics,
even when at first glance the AGI systems in question may involve completely non-
biological-looking things such as logical inference engines. The mapping given here
between uncertain term logic and neurobiology allows one to construct mappings
between uncertain term logic based Al systems like NARS [7] and Novamente [8] and
the human brain — allowing for instance a deepening of the parallels outlined in [29]
between the Novamente system and the human brain. This seems a fruitful ground for
ongoing investigation.
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